
Multimedia Similarity Search (Tutorial)

Prof. Dr. Thomas Seidl1, Dr. Christian Beecks2, Dr. Seran Uysal2

1 LMU München, Lehrstuhl für Datenbanksysteme und Data Mining
2 RWTH Aachen, Lehrstuhl für Informatik 9 (Datenmanagement und ïexploration)

06.03.2017, BTW 2017, Stuttgart



Multimedia Similarity Search (Tutorial)

Thomas Seidl  |  LMU München  |  Lehrstuhl für Datenbanksysteme und Data Mining

06.03.2017  |  BTW 2017  |  Stuttgart

What is this tutorial about?

1. Object representations

-How to model and represent multimedia data?

2. Fundamental similarity models for multimedia data

-How do distance-based similarity models look like?

3. Efficient query processing

-How to process distance-based similarity queries efficiently?

4. Indexing

-How to index spatial and high-dimensional multimedia data?

-What are the principles behind metric and Ptolemaic indexing approaches?
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Tutorial Outline

1) Object Representation

-Feature Extraction and Representation

-Feature Aggregation

2) Fundamental Similarity Models

-Dissimilarity Measures

-Distance Functions for Feature Histograms

-Distance Functions for Feature Signatures

3) Efficient Query Processing

-Similarity Queries

-Lower-Bounding: 2 examples

4) Indexing

-Spatial Indexing

-Metric and Ptolemaic Indexing
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Explosive Growth of Multimedia Data

Å4.5 million photos are uploaded to Flickr every day

http://advertising.yahoo.com/article/flickr.html

Å300 million images are uploaded to Facebook every day

https://developers.facebook.com/blog/post/2012/07/17/capturing-growth--photo-

apps-and-open-graph/

Å100 hours of video are uploaded to YouTube every minute

http://www.youtube.com/yt/press/statistics.html

Å50 million tweets are uploaded to Twitter every day

https://blog.twitter.com/2011/numbers
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Content-based Information Access

ÅMultimedia retrieval is about the search for knowledge in all its forms, 

everywhere [Lew et al., 2006].

ÅGoal is to find multimedia objects of interest

ÅContent-based multimedia retrieval:

-Utilization of automatically extracted features

-Additionally, meta data can be taken into account

üNecessity of efficient similarity search techniques
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Many Application Areas

ÅRetrieval

-image, video, audio, music, tweet, text search

ÅContent analysis

-copy, duplicate, near-duplicate detection

ÅMining

-classification, clustering, associations

ÅBrowsing and exploring

Åetc.
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Multimedia Information Retrieval ïSimilarity Search

ÅTask

-given a query image, retrieve the most similar objects

ÅVariants

-‐-range query

-Ὧ-nearest neighbor query

-Ranking enumeration query (give-me-more)

ÅEvaluation measures

-Recall: how many of the desired objects in the database are retrieved (fraction)?
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-Precision: how many of the retrieved objects are desired ones (fraction)?
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-F1-Measure: harmonic mean of recall and precision

Ὢ
ρ

ρ
ς

ρ
ὶὩὧὥὰὰ

ρ
ὴὶὩὧὭίὭέὲ

ςẗὶὩὧὥὰὰẗὴὶὩὧὭίὭέὲ

ὶὩὧὥὰὰὴὶὩὧὭίὭέὲ

6



Multimedia Similarity Search (Tutorial)

Thomas Seidl  |  LMU München  |  Lehrstuhl für Datenbanksysteme und Data Mining

06.03.2017  |  BTW 2017  |  Stuttgart

Clustering

ÅTask

-Group similar objects while separating dissimilar ones

ÅVariants, algorithms

-Partitioning clustering: (Ὧ-means), Ὧ-medoid

-Hierarchical clustering: agglomerative (single link, complete link), divisive

-Density-based clustering: DBSCAN

ÅEvaluation measures

-External measures: try to retrieve known clusters

Á Require ĂGround truthñ, or expert knowledge

-Internal measures: measure cluster coherence and separation

Á Example: Silhouette coefficient
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Classification

ÅTask

-Training phase: Based on a given training data set with class labels, learn a classifier

-Application phase: predict class label for unknown query objects

ÅVariants, algorithms

-Some require just a similarity measure

ÁὯ-nearest neighbor classifier

Á Bayesian classifiers

-Others require more, e.g. attribute structure

Á Kernel SVM, neural networks, decision trees

ÅEvaluation measures

-Classification accuracy or classification error (complement each other)

-Over-generalization vs. Overfitting ïe.g., model size
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Similarity Model

ÅA similarity model formalizes the notion of (dis)similarity

ÅThe models are (regularly) tightly bound to specific object representations

-In this tutorial, we focus on feature histograms and feature signatures
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Feature-based Similarity

ÅFeature-space embedding

ÅFeature-based similarity

-Points represent objects

-Distance corresponds to (dis-)similarity
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Tutorial Outline

1) Object Representation

-Feature Extraction and Representation

-Feature Aggregation

2) Fundamental Similarity Models

-Dissimilarity Measures

-Distance Functions for Feature Histograms

-Distance Functions for Feature Signatures

3) Efficient Query Processing

-Similarity Queries

-Lower-Bounding: 2 examples

4) Indexing

-Spatial Indexing

-Metric and Ptolemaic Indexing
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Feature-based similarity

ÅProcess of extracting features from multimedia data objects

-A feature is a mathematical description of an inherent property of a multimedia data 

object, often in a Euclidean space ᴙ

ÅDifferent types of features:

-Global features describe a multimedia data object as a whole

-Local features describe parts of a multimedia data object

ÅDifferent semantics of features:

-High-level features such as concepts, tags, etc.

-Low-level features such as color, texture, é, shapes, etc.
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Features

ÅFeatures describe inherent properties of multimedia data objects

-Image features [DJL+08], e.g.:

Á Color

Á Texture

Á Shape

-Audio features [MZB10, CVG+08], e.g.:

Á Pitch

Á Loudness

-Video features [HXL+11], e.g.:

Á key-frame features

Á object features

Á motion features
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Feature Extraction

ÅFeature extraction

-Multimedia objects are represented by means of features ὪȟȣȟὪᶰ in a feature space 

-Example: SIFT features: ᴙ

ÅFeature aggregation

-The features ὪȟȣȟὪ of an object are aggregated to a compact feature representation

-Obtained by clustering algorithms: k-means, expectation maximization, é

ÅFeature representations objects ὕmay be defined as functions ὕȡ ᴼᴙ
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Tutorial Outline

1) Object Representation

-Feature Extraction and Representation

-Feature Aggregation

2) Fundamental Similarity Models

-Dissimilarity Measures

-Distance Functions for Feature Histograms

-Distance Functions for Feature Signatures

3) Efficient Query Processing

-Similarity Queries

-Lower-Bounding: 2 examples

4) Indexing

-Spatial Indexing

-Metric and Ptolemaic Indexing
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Feature-based representations as functions [Beecks13]

ÅConsider multimedia objects ὕas

distributions in the feature space :

ÅAggregation of features leads to weighted distributions, i.e. 

real-valued, non-binary functions of features:

ὕȡ ᴼᴙ

ÅThe non-vanishing features are called the representatives 

Ὑ Ṗ of a feature representation ὕ:

Ὑ Ὢᶰ ὕὪ π

ÅThe weight of a single feature Ὢᶰ is defined as ὕὪᶰᴙ
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Feature Aggregation by Clustering

ÅFeature representations may be derived by means of clustering algorithms, e.g.:

-K-Means algorithm [MacQueen67]

-Expectation Maximization algorithm [DLR77]
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Feature Signatures and Feature Histograms

ÅFeature signatures

-Multimedia objects ὕare described by a (finite) number of features:

Ὓὕȡ ᴼᴙ

-The mappings ᴼᴙform a vector space, ᴙ , so feature 

signatures are represented by linear combinations of base 

signatures ὦ

Ὓὕ

ᶰ

ύ ȟὦ

-Storage and processing requires finite representations:

ύ ȟȟὪᶰ ȟὕᶰὈὄ Њ

ÅFeature histograms

-All signatures share the same (restricted) base features:

Ὄȡ ᴼᴙsubject to Ὄ Ὑ͵ π

-Store feature base once only, not for each object individually
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Feature Extraction and Aggregation

ÅDifferent means of feature aggregation:

-Feature Histogram: features are summarized according to a global partitioning which is 

fixed for all multimedia data objects

-Feature Signature: features are summarized individually (per object)
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Example: Feature Signatures

Å7-dimensional features: position, color, coarseness, and contrast

ÅRandom sampling of 40.000 image pixels

ÅIncreasing the number of representatives from 10 to 1000:
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Summary

ÅFeatures reflect characteristic properties of multimedia objects

ÅThe characteristic properties are summarized by feature representations

ÅFeature representations assign each feature a weight

ÅFinite feature representations:

-Feature histograms

-Feature signatures

-(Probabilistic feature signatures [BIK+11a])

ÅWe compute our feature representations by using clustering algorithms
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Tutorial Outline

1) Object Representation

-Feature Extraction and Representation

-Clustering-based Computation

2) Fundamental Similarity Models

-Dissimilarity Measures

-Distance Functions for Feature Histograms

-Distance Functions for Feature Signatures

3) Efficient Query Processing

-Similarity Queries

-Lower-Bounding: 2 examples

4) Indexing

-Spatial Indexing

-Metric and Ptolemaic Indexing
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Similarity vs. Dissimilarity

ÅSimilarity measures assign high values to similar objects: ίὭάέȟέ ίὭάέȟέ

ÅDissimilarity measures assign low values to similar objects:  ‏έȟέ έȟέ‏
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Dissimilarity Measures

ÅDissimilarity measures may follow the idea of a geometric approach, which is 

common, preferable and influential [AP88, Shepard57, JSW08, SJ99]

ÅMultimedia objects are defined by their perceptual representations in a 

perceptual space

-Perceptual representations = features or feature representations

-Perceptual space = feature or feature representation space

ÅGeometric distance between the perceptual representations defines dissimilarity 

of multimedia objects

-geometric distance = distance function
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Distance Functions

ÅDistance functions ‏ȡ ᴼᴙ are a specific type of dissimilarity measures

ÅDistance functions satisfy the following properties [DD09]:

i. Reflexivity: ὼᶅɴ ȡ‏ὼȟὼ π

ii. Non-negativity: ὼᶅȟώᶰ ȡ‏ὼȟώ π

iii. Symmetry: ὼᶅȟώᶰ ȡ‏ὼȟώ ώȟὼ‏

ÅMetric distance functions satisfy the following properties [DD09]:

i. Identity of indiscernibles: ὼᶅȟώᶰ ȡ‏ὼȟώ πᵾ ὼ ώ

ii. Symmetry: ὼᶅȟώᶰ ȡ‏ὼȟώ ώȟὼ‏

iii. Triangle inequality: ὼᶅȟώȟᾀɴ ȡ‏ὼȟώ ὼȟᾀ‏ ᾀȟώ‏

Non-negativity is derived: ὼᶅȟώᶰ ȡπ ὼȟὼ‏ ὼȟώ‏ ώȟὼ‏ ςẗ‏ὼȟώ

ÅWe call the tuple ȟ‏ a distance space or a metric space, respectively.
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Multitude of Literature

ÅMany distance functions for feature histograms have been investigated analytically 

and empirically é

-1979: An Evaluation of Factors Affecting Document Ranking by Information Retrieval 

Systems [McGill79]

-1999 & 2001: Empirical Evaluation of Dissimilarity Measures for Color and Texture 

[PRT+99, RPT+01]

-2003: Evaluation of similarity measurement for image retrieval [ZL03]

-2008: Dissimilarity measures for content-based image retrieval [HRS+08]

-2009: Encyclopedia of distances [DD09]

-etc.
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Encyclopedia of Distances

ÅVery exhaustive book by M. M. Deza and E. Deza [DD09]:
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